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ABSTRACT

Test-time adversarial defense improves the robustness of vision-language founda-
tion models such as CLIP without retraining. However, adversarial activation shifts
are typically treated as distortions to suppress, rather than signals to exploit. We
turn these shifts into defense signals by repurposing the trigger-to-target mech-
anism of backdoors. The key is to implant a defender-controlled backdoor as a
probe that is weakly activated by clean inputs but strongly activated by adversarial
shifts. Based on this insight, we propose Backdoor as Probe (BaP), a test-time
adversarial defense for CLIP. BaP constructs the probe through a closed-form
model edit to a selected MLP layer. It projects the average adversarial activation
shift and a defender-specified semantic direction onto the layer’s low-energy input
and output activation subspaces to obtain the trigger and target directions, respec-
tively. At inference time, adversarial inputs produce measurable responses along
the target direction for detection. BaP then selectively rectifies detected inputs
by optimizing a small perturbation that steers their representations away from
adversarial shifts and toward the clean subspace. Experiments across 16 bench-
marks show that BaP improves average robust accuracy from 1.0% to 52.3% while
retaining clean accuracy, achieving performance comparable to state-of-the-art
methods with up to a 5.7x inference speedup. BaP further shows the general-
ization to adversarial attacks on large vision-language models. 4 Project page:
https://robin-wzg.github.io/Backdoor—-as—-Probe/

1 INTRODUCTION

CLIP has become a widely used foundation model for vision-language models (VLMs) (Radford et al.
2021;|Li et al.}[2023; Bai et al., 2023). However, it remains vulnerable to adversarial perturbations (Cui
et al., [2024; Nie et al., 2026b). To improve its robustness, adversarial fine-tuning (AFT) (Mao et al.,
2023; [Wang et al., [2024b) offers a straightforward approach by training the model on adversarial
samples, but it requires substantial training data and often compromises clean accuracy. Recent
test-time defenses (Xing et al., [2025; Liu et al., 2026) provide a more efficient solution by rectifying
adversarial samples during inference. Nevertheless, existing test-time defenses primarily treat
adversarially induced activation shifts as distortions to suppress (Pérez et al.,|2021). Yet these shifts
encode how adversarial representations depart from clean ones and can therefore serve as signals.
This motivates a different question: can we leverage the shifts as defense signals?

To answer this question, we revisit backdoors from a defender’s perspective. Backdoors are typically
viewed as threats (Gu et al [2017). An attacker implants a trigger-to-target mapping that causes
the model to produce an attacker-specified output while retaining normal behavior on clean inputs.
Although designed for malicious purposes, this selective mapping can instead couple an attack-
sensitive activation with a defender-controlled response, thereby serving as a diagnostic probe. Prior
studies have explored related ideas for adversarial defense in discriminative classifiers (He et al., 2016).
Trapdoor implants class-specific honeypots that attract adversarial optimization toward recognizable
activation signatures (Shan et al., 2020), while Al-Shielder combines a controlled backdoor with
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Figure 1: Comparison of backdoor attacks, adversarial attacks, and BaP. Backdoor attacks implant
triggers to induce attacker-specified behavior, whereas adversarial attacks perturb inputs to corrupt
model predictions. BaP instead implants a defender-controlled probe for test-time defense.

label-space mapping to recover predictions from adversarial inputs (Zhu et al.,[2026)). However, both
methods are class-specific, making them difficult to extend directly to open-vocabulary CLIP models.

Repurposing backdoors for CLIP is not well studied due to three challenges. First, the implanted
probe must be class-agnostic so that it remains effective in the open-vocabulary scenario. Second,
it must remain inactive on clean inputs while producing a strong response to adversarial inputs.
Third, the probe must be implanted efficiently, as the backdoor methods for CLIP commonly rely on
large-scale fine-tuning (Liu & Zhang, [2025) which incurs high computational cost.

To address these challenges, we propose Backdoor as Probe (BaP), a test-time adversarial defense
for CLIP. Inspired by backdoor-editing methods (Li et al., [ 2024b; Wang et al., 2024a)), BaP constructs
a defender-controlled probe within a selected MLP layer. Using clean calibration data, BaP identifies
low-energy subspaces of the layer’s input and output activations. It first projects the average activation
shift between paired adversarial and clean examples onto the input-side low-energy subspace, yielding
the trigger direction. It then projects a defender-specified semantic direction onto the output-side
low-energy subspace, yielding the target direction. BaP applies a closed-form model edit that maps
the trigger direction to the target direction without training. Because the trigger is derived from
activation shifts rather than class labels, the resulting probe is class-agnostic. At inference time,
BaP measures each input’s response along the implanted target direction and uses its magnitude
as a detection metric. For inputs identified as suspicious, BaP optimizes a small perturbation that
first moves its representation away from the current input feature and then pulls it toward the clean
subspace. Fig. [I]contrasts conventional backdoor attacks and adversarial attacks with our method.

Experiments across 16 zero-shot image-classification datasets show that BaP improves average robust
accuracy from 1.0% to 52.3% while retaining clean accuracy. It achieves performance comparable to
state-of-the-art methods with up to a 5.7x inference speedup. BaP also generalizes across different
CLIP backbones and attack algorithms, and further shows the generalization against adversarial
attacks on large vision-language models.

Our main contributions are summarized as follows.

* We introduce BaP, a test-time defense that repurposes a defender-controlled backdoor as an
internal diagnostic probe. To our knowledge, BaP is the first backdoor-based adversarial
defense for open-vocabulary models.

» We show that constraining the trigger and target directions to low-energy activation subspaces
yields an effective probe. BaP implants the probe through a closed-form edit and uses the
target-response magnitude for selective test-time detection and rectification.

* We conduct experiments across 16 zero-shot classification datasets. BaP substantially
improves adversarial robustness while preserving clean accuracy, and generalizes across
CLIP backbones and attack algorithms.

2 PRELIMINARIES AND RELATED WORK

Zero-Shot Classification with CLIP. By leveraging large-scale image—text pretraining, CLIP exhibits
strong open-vocabulary zero-shot classification capabilities (Radford et al.| [2021). Formally, let
fo and g4 denote the image and text encoders of CLIP, respectively. Given an image x and a set
of class-specific text prompts {t.}$_ ;, CLIP predicts the class ¢ whose text representation has the



highest cosine similarity with the image representation:
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Adversarial Attacks on CLIP. Despite its strong zero-shot generalization, CLIP remains vulnerable
to adversarial perturbations (Madry et al.l[2018). Given a clean image = with label y, an attacker
constructs an adversarial sample x,q4, = x + by introducing an imperceptible perturbation ¢§
constrained by ||d||oc < €adv- For zero-shot classification, the attack can be formulated as

< fo(x +9) g¢(tc)>c )
i <{<|fe(w+6)|2’ gl 1e=Y ) @)

where Lcg denotes the cross-entropy loss over the zero-shot classification logits. Standard attacks
such as projected gradient descent (PGD) (Madry et al.,|2018) and AutoAttack (Croce & Hein, [2020)
iteratively optimize the § using input gradients while projecting it back onto a /,-norm ball.

¢= argmax< )]

c

Adversarial Defenses for CLIP. Adversarial fine-tuning (AFT) improves CLIP robustness by
updating model parameters on adversarial samples. TeCoA (Mao et al.,[2023)) is the first work to
improve the zero-shot adversarial robustness of CLIP through text-guided contrastive adversarial
training. Subsequent methods, including PMG-AFT (Wang et al.,|2024b), FARE (Schlarmann et al.,
2024)), and Sim-CLIP+ (Hossain & Imteajl [2024), extend AFT to broader settings and mitigate
catastrophic forgetting. Another line of work focuses on adversarial prompt tuning. These methods
learn robust visual or textual prompts while keeping the pretrained backbone frozen. Representative
methods include APT (Li et al.,[2024a), AdvPT (Zhang et al.| 2024), FAP (Zhou et al.||2024), and
COAPT (Wang et al., 2025b). Inspired by test-time adaptation (Shu et al.| [2022; |Abdul Samadh
et al.,|2023)), recent methods improve robustness during inference without retraining the entire model.
TAPT (Wang et al.,|2025a)) dynamically optimizes defensive visual and textual prompts for each test
input, whereas R-TPT (Sheng et al.,2025) combines point-wise entropy minimization with reliability-
weighted multi-view aggregation. C-TPT (Yoon et al.,[2024), D-TPT (Han & Hwangl 2025)), and
COLA (Zhu et al., 2025) further develop this test-time prompt-tuning paradigm. Diffusion-based
purification provides another solution but incurs substantial computational overhead (Zhang et al.,
2025). Most relevant to our work are transformation-based test-time defenses. TTC (Xing et al.,
20235)) generates a reverse perturbation that moves the input away from the adversarial feature induced
by an attack. CSR (Nie et al.,|2026a)) performs spectral contrastive rectification using low-frequency
features as positive anchors and the unrectified input feature as a negative anchor. ET3 (Mirza et al.|
2026) provides a lightweight transformation by directly minimizing CLIP’s input energy. Unlike
these approaches that regard the adversarial activation shifts as distortions to suppress, BaP leverages
these shifts as trigger signals and associate them with an observable target.

Backdoors for Adversarial Defense. Pre- Table 1: Comparison of backdoor-based adversar-
vious studies have explored whether deliber- ial defenses.

ately implanted backdoors can be repurposed
for adversarial defense. Trapdoor embeds

Adversarial Adversarial Open

class-specific trapdoors that attract optimization- Method detection _rectification vocabulary
based attacks toward predefined activation signa- ~ Trapdoor 4 X X
tures, enabling adversarial inputs to be detected ~ Al-Shielder X 4 X
(Shan et al.,2020). AI-Shielder implants label-  BaP v v v

dependent defensive backdoors and exploits a
secret source-to-target class mapping to recover predictions from adversarial inputs (Zhu et al. 2026).
Table[T] summarizes their capabilities. Despite these advances, existing methods only defend specific
class sets. This dependence limits their applicability to open-vocabulary CLIP and motivates us to
conduct class-agnostic detection and rectification.

3 METHOD

3.1 THREAT MODEL AND METHOD OVERVIEW

Given a pretrained CLIP model consisting of an image encoder fy and a text encoder g4, we consider
an attacker who perturbs a clean image « into 2V = x + §, where ||§||oo < €. The defender has
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Figure 2: Overview of BaP. (a) Defender-controlled probe implantation. BaP constructs an attack-
sensitive direction in a low-energy clean subspace and implants it through an edit. (b) Probe-guided
detection and rectification. The implanted probe detects suspicious inputs and selectively guides
their representations toward the clean subspace.

white-box access to the model and is allowed to edit the model. At inference time, the defender aims
to detect and rectify adversarial samples while preserving the model’s performance on clean samples.

As shown in Fig. 2| BaP introduces a defender-controlled diagnostic probe inspired by backdoor
mechanisms. The probe is carefully designed to produce a large response to adversarial samples
but a small response to clean samples. The probe is then implanted into an MLP layer of the model
through an edit. At inference time, the defender distinguishes adversarial samples by computing the
activation response of the probe. A perturbation is then optimized to rectify the adversarial sample by
moving it away from the current adversarial feature and pulling it toward the clean subspace.

3.2 DEFENDER-CONTROLLED PROBE IMPLANTATION

To achieve efficient and accurate probe implantation, inspired by backdoor-editing methods (Li et al.
2024b} Wang et al., [20244), we implant the probe by applying an edit to the £c2 weight W; of the
MLP at layer [ of the encoder. Previous studies have shown that MLPs in Transformer architectures
encode concept-specific representations that can be manipulated to control responses
2022} Tamayo et al., 2024). Formally, let ;(z) € R denote the activation of the CLS token of image
x at the input to this £c2. Given a clean calibration set X = {z;}}¥ ;, we collect the input activation
matrix and the output activation matrix:

H; = [h(xy),.. .,hl(xN)]T € RNXdi",

3)
Z = [Wihi(z1), ..., Wihy(zn)] " € RV *dou,
and perform singular value decomposition (SVD):
Hl _ UZZZVET; Zl — UloutE?ut(WOUt)T. (4)

Let Z" denote the index set of the right singular vectors corresponding to the smallest K" singular
values in H;, and let ZP"* denote the index set of the right singular vectors corresponding to the
smallest K°“ singular values. We define the input-side low-energy subspace and the output-side
low-energy subspace as

Slin = span{vfz 1j € Ilin}, SP* = span {vout je Ilo“t} . 5)

These subspaces characterize the directions with the lowest activation energy of clean samples at
the input and output of £c2. Constructing the probe within these subspaces therefore helps reduce
interference with clean representations.

For the clean samples and their corresponding adversarial pairs {(z;, 229)} ,, we compute the
average attack activation shift:

_ 1 &
A= > [ha(aE) = hy(a:)] - (6)
i=1
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Figure 3: Visualization of the probe response p(z) before and after the edit. It contains 1,000
clean and 1,000 adversarial images from STL-10 using CLIP ViT-B/16. The edited probe amplifies
adversarial activation shifts into a separable response space.
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This weighting emphasizes directions with large attack-induced shifts and low clean activation energy,
where v = 5 is the predefined norm of the probe direction. In addition to the input-side probe
direction, we further construct an output-side target direction for carrying and reading the probe
response. Let p be a target semantic prompt specified by the defender, such as “a white teapot,” and

let its normalized text feature be ¢ = Hﬁ(%' Let A be the visual projection matrix of the CLIP

vision encoder, and define the semantics-induced hidden-space direction as 1o = Afq, where At
denotes the Moore—Penrose pseudoinverse of A (Penrose, 1955)).

We project the semantic direction yo onto this subspace as §; = Pgeut (y0), where Pgou (+) is the

orthogonal projection function, and normalize it to obtain the final target shift vector y; = ’VH@gﬁ’

where 7 is the predefined norm of the target shift. Finally, BaP binds the input-side trigger direction
t; to the output-side semantic target direction y; through the following closed-form edit:

_w t)
[EATES

This edit satisfies AW;t; = y;. Therefore, when the input representation produces a strong response
along the attack-sensitive direction ¢;, the edited £c2 produces a corresponding additional response
along the output direction y; specified by the defender. We denote the encoder after implantation by
fo and provide a more detailed explanation of the edit in Appendix

W =W, + AW, AW, ®)

3.3 PROBE-BASED ADVERSARIAL SAMPLE DETECTION

Lety; = Hyyﬁ be the unit output-side direction. For an input z, BaP obtains the input representation
hi(z) of £c2 at layer [ and directly reads its response along ¢j; from the edited £c2 output:

p(x) = 9 W/ h(). )

Fig. |3| shows the distribution of the probe response p(z) for 1,000 clean and 1,000 adversarial
images from STL-10 using CLIP ViT-B/16. Before probe implantation, the two distributions overlap
substantially. After implantation, clean responses remain concentrated near zero, whereas adversarial
responses shift toward much larger values. This separation demonstrates that the edit produces a
clean-inactive yet attack-sensitive probe.

In the end, the detection method is:
G(z) = I[p(x) > 7]. (10)

Here, 7 denotes the detection threshold. If and only if G(x) = 1, BaP identifies the input as a
suspicious sample and performs the subsequent rectification process.



3.4 ADVERSARIAL SAMPLE RECTIFICATION

BaP rectifies each flagged input in two stages, escape and repair. Let £ denote the rectification
perturbation, where ||£]|s < €.. We initialize &, and define the escape loss:

Lese(€) = |l for(z +€) = for (@) - (11)
BaP performs two steps of projected gradient ascent:
€r+1 = gr + OéSign (VETECSC(fT)) ) r= 07 ]-v (12)

where o = 2/255. This stage moves the representation away from its current adversarial state.

BaP then guides the representation toward the clean activation distribution. Let M2 denote
the principal subspace of the clean activation matrix H;, and let PMlclean (+) denote the orthogonal

projection onto this subspace. We define

ei(r) = M) = Ppgarean (Ry(+)) (13)
as the residual component outside this subspace. We precompute a global clean direction vlde"“‘ as
the normalized mean residual direction over the calibration set X'. The repair loss is:

Liep(§) = |les(w + OIF —Acos(er(w + &), vf*™), (14)
L:E! L’(l

where cos(+, -) is the cosine similarity. The first term reduces the distance from the clean subspace,
while the second aligns the residual with the clean direction. Starting from &», BaP performs one
projected gradient descent step:

3 = & — asign (Ve, Lrep(€2)) r=uxz+&s. (15)
The edited model then classifies . Appendix |A]provides the complete algorithm.

4 EXPERIMENTS

4.1 EXPERIMENTAL SETUP

Datasets and Models. Following previous work, we evaluate BaP on a comprehensive benchmark
consisting of 16 datasets. These datasets cover general object recognition, including ImageNet (Deng
et al., [2009), CIFAR-10/100 (Krizhevsky, 2009), STL10 (Coates et al., 2011), Caltech-101/256 (Fei-
Fei et al. 2004} Griffin et al., [2007)); fine-grained classification, including OxfordPets (Parkhi
et al., 2012), Flowers102 (Nilsback & Zisserman, 2008)), Food101 (Bossard et al., [2014), Stan-
fordCars (Krause et al., [2013); scene recognition, including SUN397 (Xiao et al., 2010), Coun-
try211 (Radford et al., 2021)); and domain-specific applications, including FGVCAircraft (Maji et al.
2013)), EuroSAT (Helber et al., |2019), DTD (Cimpoi et al., 2014), PCAM (Veeling et al.,[2018)). For
zero-shot image classification, we use the prompt “a photo of {}”. We adopt CLIP ViT-B/16 as the
default backbone and further evaluate BaP on CLIP ViT-B/32 and CLIP ViT-L/14. We also test the
performance on CLIP ViT-L/14@336, which is the vision encoder of LLaVA (Liu et al., [2023)).

Baselines. We compare BaP with state-of-the-art test-time defenses, including TTE (Pérez et al.|
2021), HD (Wu et al.l 2021), Anti-Adv (Alfarra et al.,2022), LPF (Ziyadinov & Tereshonok, 2023)),
TTC (Xing et al., 2025)), R-TPT (Sheng et al., 2025) and ET3 (Mirza et al., 2026). All baselines are
implemented with their original hyperparameter settings to ensure a fair comparison.

Implementation Details. Unless otherwise specified, we set the adversarial perturbation budget
to 1/255, with 10 attack steps for PGD and 50 attack steps for AutoAttack. Specifically, we use
the targeted APGD variant of the AutoAttack. All experiments are conducted on 8 NVIDIA RTX
4090 GPUs. For BaP, we estimate the adversarial shift using N = 1000 PGD adversarial samples
generated on ImageNet with a perturbation budget of 1/255 and 10 attack steps. The rectification
noise budget is set to €, = 4/255, with a step size of & = 2/255. We set the edited layer to [ = 6,
with v = 5, v = 40, K = 256, Kot = 32, and A\ = 0.05. For all datasets, we use a fixed detection
threshold of 7 = 1.93.



Table 2: Top-1 zero-shot accuracy (%) under 10-step PGD with ¢, = 1/255. “Clean” and “Rob.”
denote accuracies on clean and adversarial samples, respectively. The final two columns report the
performance of our BaP compared to the original CLIP.

Dataset Original Test-Time Defense A
CLIP R-TPT LPF HD Anti-Adv TTE TTC ET3 BaP (Ours)
Type Name HClean Rob.‘Clean Roh‘Clean Roh‘Clean Rob.‘Clean Rob.‘Clean Rob.‘Clean Rob.|Clean Roh‘Clean RohHClean Rob.
ImageNet 66.7 51.0| 58.1 30.5|59.7 4.1 ‘61.5 23.9] 66.2 23.2|40.9 27.8|58.6 10.2| 60.3 39.6|| -3.6 +39.6
_ CIFARIO 81.6 69.2|89.0 40.4|84.1 11.8 828 63.5| 855 29.8|90.0 28.2| 77.7 29.2| 86.8 59.1| -1.3 +58.6
£ CIFARI00 51.8 364|634 19.6/57.6 7.9 |51.5 349|604 142|63.1 11.1|50.0 13.9|57.5 34.1|| -2.1 +34.0
§ STLIO 96.8 92.7]96.9 77.6|96.8 340 972 83.1|97.6 75.6|96.4 51.1|92.8 52.1|96.7 93.4| -0.8 +88.6
©  Caltech101 86.1 80.9|81.3 65.682.6 28.4|82.3 58.2| 872 61.2| 75.8 31.3|80.3 41.1|80.6 762| -2.9 +74.9
Caltech256 88.0 80.5|82.8 66.5| 804 209 81.6 55.8|87.3 59.4| 73.4 418|782 34.4|79.7 748| -3.8 +73.3
OxfordPets 85.8 68.3]79.4 417|842 4.0 865 36.7| 84.8 12.5| 78.8 27.0/ 79.5 16.0| 83.4 65.7| -5.5 +65.7
?-) Flowers102 65.8 488|598 33.1163.3 3.5 635 253|653 55558 233|598 12.6]62.8 558| -3.2 +55.8
E Food101 86.6 68.9(79.6 38.6/86.0 1.1 |83.9 29.3|853 24.8|57.5 33.2|79.8 104|812 66.1| -3.6 +66.1
StanfordCars 68.6 454|540 169|578 1.4 625 13.7|59.0 14.4|46.6 202|569 5.7 |58.8 56.4| -64 +56.4
é:‘j SUN397 64.1 53.1]59.2 31.3|59.7 4.0 |62.5 22.7| 654 202|47.5 262|570 92604 500 -3.2 +49.8
&  Country211 192 89 | 147 25|151 00 152 119|158 03 |102 44 |133 1.1 |16.7 14.0( -03 +14.0
-  FGVCAircraft 238 167|178 72188 13[204 6.0233 49138 106]183 1.5|20.7 224| -24 +224
E EuroSAT 29.6 223|41.6 49 |41.7 85 387 255|423 83456 102|400 12.8|42.2 42.0| -0.7 +42.0
s DID 442 36.2|40.5 267|404 8.5 |40.6 22.1|41.9 20.635.7 22.1|37.4 149|412 347| -1.1 +34.6
2 pcaM 54.6 39.2| 48.6 484|484 36.1 485 482|443 4.3 |482 233|489 48.0|48.6 52.8| +0.2 +454
All  Avg. I | 633 512|567 345|61.0 11.0 612 344|632 23.7] 550 24.5|58.0 19.6] 61.1 52.3|| -2.5 +51.3
Table 3: Efficiency analysis on an NVIDIA GeForce RTX 4090 GPU.
(a) End-to-end inference latency (ms/image). (b) Runtime of BaP stages (ms).
Time R-TPT HD Anti-Adv TTE TTC ET3 BaP Stage Time
Tciean 176.45 18443 3239 543 3324 23.17 3.75 Rank-one Implantation 2.70
Trob. 176.20 189.34 3244 541 35.13 23.58 57.37 Sample Detection 3.56
T Avg. 176.33 186.89 32.42 542 34.19 23.38 30.56 Sample Rectification ~ 53.94

4.2 MAIN RESULTS

Results on 16 Datasets. Table [2]reports zero-shot adversarial robustness across 16 datasets. Com-
pared with the original CLIP model, BaP improves the average robust accuracy from 1.0% to 52.3%.
Among test-time defenses, R-TPT preserves the highest clean accuracy of 63.3%, but incurs high
per-sample inference latency, as shown in Table[3] In contrast, BaP achieves the highest average
robust accuracy of 52.3%, outperforming R-TPT while retaining 61.1% clean accuracy. These results
validate the effectiveness of repurposing backdoors as internal probes for test-time adversarial defense.
The detection ROC curves for all datasets are provided in Appendix [G]

Efficiency Analysis. Table [3a compares the inference latency of test-time defenses. Benefiting from
selective rectification, BaP processes clean inputs in only 3.75 ms, while adversarial inputs require
57.37 ms. Its average latency is 30.56 ms, making it 5.7 faster than R-TPT and 6x faster than HD.
Although TTE and ET3 are faster, their robust accuracies are only 23.7% and 19.6%, respectively.
Table [3b| further reports the runtime of BaP stages. Notably, the closed-form edit implants the probe
in only 2.70 ms. Sample detection requires only 3.56 ms per image, while the 53.94 ms rectification
is invoked only for suspicious inputs. Overall, BaP balances adversarial robustness with inference
efficiency, supporting practical deployment in real-world scenarios.

Results under Different Attack Objectives. Table 4: ImageNet top-1 accuracy (%) across at-
To evaluate the performance of BaP under dif-  tack objectives at £, = 4 /255 with 50 steps. ‘AA’
ferent attack objectives, we test it against cross- denotes ‘AutoAttack’.

modal, ta}rgeted, and label-free attacks with a PER— Torgeted i
perturbation budget of £, = 4/255. As shown  Method Clean — - ——" — —— ———- — ——
in Table ] BaP achieves the highest robust ac-
curacy across all seven attack configurations. ¢ DA o
Although the implanted pI'ObC iS Ol’lly trained on BaP 603“16 34,6”34.»;’ 35_17‘{‘ 36.1“(’.‘ 39,3”39‘3 36.97“""’ 42.4“3.‘ 40,0”4".»“
ImageNet with PGD attack of /., = 1/255, the
consistent improvements across objectives indicate that the probe captures transferable adversarial
behavior rather than being tied to a specific attack. Appendix |C|shows more details.




Table 5: Comparison of zero-shot classification accuracy under stronger attacks at £, = 4/255.

Method \ General Fine-Grained Scene Domain

etho \ Clean PGD AutoAttack Clean PGD AutoAttack Clean PGD AutoAttack Clean PGD AutoAttack
R-TPT 78.5 36.2 28.4 76.7 46.4 42.8 41.7 26.7 264 38.1 27.5 23.2
TTE 80.7 134 11.5 73.6 1.7 0.4 40.6 1.2 1.4 38.0 134 11.5
LPF 78.6 37.4 30.8 68.2 11.3 8.2 37.0 8.0 6.9 37.1 18.6 16.7
HD 76.9 0.5 0.1 72.8 0.0 0.0 374 0.0 0.0 37.3 0.1 0.0
Anti-Adv| 76.2 22.6 2.7 74.1 1.7 0.0 38.9 1.1 0.2 37.1 9.8 1.7
TTC 73.3 14.7 0.6 59.7 2.0 0.0 28.9 1.2 0.0 35.8 9.3 0.3
ET3 72.9 7.7 0.3 69.0 0.9 0.0 35.1 0.4 0.0 36.1 8.7 0.1
BaP 76.9425 5721572 3531353 71 6146 43 11431 1741174 38 6417 22 41224 g 2182 382110 29 17291 13 81138

Table 6: Comparison of zero-shot classification accuracy on CLIP-B/32 and CLIP-L/14 under 10-step
PGD at /., = 1/255. More detailed results are provided in Appendix E

| CLIP-B/32 | CLIP-L/14
Method ‘ General FG Scene Domain ‘ General FG Scene Domain

‘ clean rob clean rob clean rob clean rob ‘ clean rob clean rob clean rob clean rob
R-TPT 72.9 41.9 714 454 38.7 29.6 35.7 27.2 84.2 76.8 83.5 70.3 47.1 37.5 424 373
LPF 74.8 38.0 62.0 18.9 36.2 11.3 33.7 17.4 ‘ 84.0 66.9 78.8 51.7 44.2 26.2 44.5 28.5
HD 76.0 15.9 68.6 49 35.1 3.1 35.1 13.6 82.7 38.3 79.7 9.3 43.0 6.2 442 15.9
Anti-Adv| 75.3 39.1 70.3 12.6 373 7.0 332 19.9 ‘ 82.5 67.9 82.4 48.0 452 22.0 435 30.9
TTE 71.5 473 68.6 27.9 39.3 9.6 36.8 19.3 86.1 585 81.6 323 47.8 122 43.7 23.6
TTC 74.5 43.5 66.5 275 329 17.5 342 224 ‘ 80.5 333 70.3 39.7 35.1 19.7 42.0 15.5
ET3 69.4 344 62.0 15.6 35.0 8.8 31.3 20.5 81.1 433 719 16.4 43.4 8.8 432 22.0
BaP  |74.8'19 62.41954 66,0478 5491546 37,5413 31,01300 34 gH1-1 32712601 g 1116 63 41584 79 g4 70 1 1698 44 4409 40,7140 44,9419 35 57352

Describe this image in one sentence. Describe this image in one sentence. Describe this image in one sentence.

LLaVA: A man is surfing on a
wave in the ocean.

LLaVA: A herd of sheep are
standing in a fenced area.

LLaVA: A group of people are
walking down a train track.

M-Attack

LLaVA + BaP: A group of animals, z

Sl di

LLaVA + BaP: A truck with a
license plate that reads LSD.

LLaVA + BaP: A group of

a gazelle, are = football players wearing helmets ...

LLaVA: A man and woman are
dressed and holding bananas.

LLaVA: A group of people are riding
elephants down a street.

§ LLaVA: A man wearing a life vest
_ s spraying water.

LLaVA + BaP: A bride and groom
are walking down a sidewalk ...

LLaVA + BaP: A group of people
% are standing in front of a building ...

F LLaVA + BaP: A man wearing a
M white suit and holding a trumpet is ...

FOA-Attack

Figure 4: Qualitative results of BaP against M-Attack and FOA-Attack on image captioning.

Results under Stronger Attacks. Table [5|evaluates the defenses under a larger perturbation budget
of ¢, = 4/255 using PGD and AutoAttack. Under PGD, BaP achieves the highest accuracy on
the General and Domain benchmarks, reaching 57.2% and 29.1%, respectively, while remaining
competitive on Fine-Grained and Scene recognition. Under AutoAttack, BaP performs best on
the General benchmarks, whereas R-TPT remains stronger on Fine-Grained, Scene, and Domain
benchmarks. These results indicate that BaP remains effective under stronger attacks.

Results on Different Backbones. Table [6|evaluates the transferability of BaP to CLIP ViT-B/32 and
ViT-L/14. On ViT-B/32, BaP achieves the highest robust accuracy across all four dataset categories.
When applied to ViT-L/14, BaP obtains the best robustness on Scene recognition at 40.7% and
achieves performance competitive with R-TPT. These results show that BaP remains effective across
different CLIP architectures.

Results on Attacks against LVLMs. Recent at- Table 9: Defense performance against M-Attack
tacks on large vision-language models (LVLMs) and FOA-Attack.

have demonstrated their effectiveness against
open-ended generation tasks. To evaluate BaP~ Method M-Attack FOA-Attack
beyond classification, we assess the robust- Clean Rob. Clean Rob.
ness of LLaVA on image captioning under M—

Attack (Li et all, [2025) and FOA-Attack (Jial +TTC defense 844 238 844  20.0
2025)). Following their original attack set— +ET3 defense 87-20 X 19~i s 8720 X 16'74 s
tings, we randomly sample 100 images from  *+BaP defense 99.9401 24.6"°° 99.9101 23,61

COCO (Lin et al} 2014) and generate adversar-
ial examples with an £, budget of 16/255. GPTScore (Li et al.|[2025) is used to evaluate captioning




Table 7: Rectification-objective ablation Table 8: The adaptive PGD at £, = 1/255

across the 16 datasets.

with 10 steps.

Lo Ly Lese Clean  Rob. B 0.01 01 1
v 62.3 21.3 w/o BaP " 01 0.3 I
v oV 62.3 223 Bap Clean 603 603 603
v v 61.1 523 ™ Rob. 340 272 347
Layer Probe norm Response scale

mm Clean
s Robust

mmm Clean
mmm Robust

Accuracy (%)
Accuracy (%)
Accuracy (%)

3 5 6 8 10 11 1 2 3 5 7 10 10 20 30 40 60 80

Figure 5: The sensitivity to the edited layer [, probe norm v, and response scale . More ablation
results are in Appendix D}

performance, where the detailed prompt is provided in Appendix [E] Table 0] compares BaP with TTC
and ET3. Benefiting from its selective rectification mechanism, BaP preserves a clean score of 99.9,
only 0.1 below the undefended model. Under M-Attack and FOA-Attack, BaP improves the robust
score from 21.1 to 24.6 and from 19.1 to 23.6, respectively, outperforming both competing defenses.
Fig. [ further provides qualitative comparisons. Under both attacks, the undefended LLaVA produces
captions containing attack-induced concepts, whereas BaP recovers key semantics consistent with the
visual content. The ROC curves for the detection are provided in Appendix

4.3 ABLATION STUDY

Ablation of the Rectification Objective. Table|/|ablates the three objectives used for adversarial
rectification. Using only the clean-subspace residual loss L. yields robust accuracy of 21.3%. Adding
the clean-direction alignment loss £,, provides an improvement to 22.3%. Incorporating the escape
loss L increases robust accuracy to 52.3%, with a limited clean accuracy reduction from 62.3% to
61.1%. Combining all three objectives achieves the best overall performance.

Hyperparameter Sensitivity. Fig. 5 studies the effects of the edited layer I, probe norm v, and
response scale v. The edited layer has the largest influence on robustness. Placing the probe at
Layer 6 yields the highest robust accuracy, whereas earlier or later layers perform considerably worse
despite similar clean accuracy. Increasing the probe norm from 1 to moderate values improves both
clean and robust accuracy, after which the performance gradually saturates. In contrast, BaP remains
stable across response scales ranging from 10 to 80, with the best overall performance obtained
around 40. Based on these results, we use Layer 6, a probe norm of 5, and a response scale of 40 as
the default configuration.

4.4 ROBUSTNESS TO AN ADAPTIVE ATTACK

We evaluate BaP against an adaptive attack that jointly maximizes the cross-entropy loss of the edited
model and suppresses the probe response. Given an adversarial input z,4,, the attack maximizes

£adapt(xadv7 y) = CE(f@’ (xadv)y y) - ﬁReLU(p(xadv) - T) ) (16)

where p(-) denotes the probe response of Eq. EL T is the detection threshold, and S controls the
strength of regularization term. Table [8]reports the results on ImageNet dataset. Increasing 8 from 0
to 0.1 reduces the robust accuracy of BaP from 39.6% to 27.2%, showing that explicitly targeting
the detector weakens the defense. Nevertheless, at 3 = 0.1, BaP retains robust accuracy of 27.2%,
compared with 0.3% without BaP. Further increasing 3 to 1 raises the robust accuracy of BaP to
34.7%. 1t is noted that the robust accuracy without BaP increases from 0.0% to 2.6%. This suggests
that a larger 3 weakens the attack, allowing BaP to achieve higher robust accuracy.



5 CONCLUSION

We propose BaP, a test-time defense that repurposes a controlled backdoor as an internal probe for
CLIP. Through a closed-form edit, BaP treats adversarial activation shifts as triggers and maps the
induced responses into a defender-specified target space. The resulting probe detects and rectifies
adversarial inputs while largely preserving clean performance. Experiments across 16 benchmarks
demonstrate its robustness, efficiency, and transferability across backbones and attacks. We hope BaP
motivates further exploration of backdoor-inspired probes for improving adversarial robustness.

ETHICS STATEMENT

Although BaP is inspired by backdoor mechanisms, it is intended for adversarial defense. Its defender-
controlled probe is used to detect and rectify adversarial inputs. It should be applied only to models
for which the defender has authorization. We believe this work advances the defensive use of
backdoor-inspired mechanisms and contributes to more robust vision-language models.
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A ALGORITHM OF BAP

The full algorithm of BaP is provided in Algorithm|[I}

Algorithm 1 BaP Probe Implantation, Detection, and Rectification

Require: Image encoder fy, text encoder g4, layer weight W, clean calibration set X, paired
adversarial samples {z;, v24}¥ | on ImageNet, target prompt p, and parameters K", K%, v,
Y, €c, @, A, and T
Require: Test input x
Ensure: Edited weight W/, detection decision G(z), and output image &
1: Construct the input and output activation matrices /; and Z; from X
Compute the SVDs of H; and Z;
Construct the low-energy subspaces SI™ and Spu*
Compute the mean attack activation shift A,
Compute a; for j € Ili“ and obtain the input-side probe direction t;
Encode p as g and compute 30 = Afq
Project yo onto S{™* and normalize it to obtain y;
Implant the probe using W < W, + yit," /||t:13
9: Construct M '@ and the global clean direction vf'**" from X
10: Compute p(z) = 9, W/h;(x)
11: G(x) < I[p(z) > 7]
12: if G(z) = 1 then

A

13: Sample & uniformly from [—e,, €]

14: forr =0,1do

15: Update &, by projected gradient ascent on Legc
16: end for

17: Compute ¢;(z + &2) and Lyep

18: Update &3 by one projected gradient descent step on Ly,
19: T—x+&

20: else

21: Tz

22: end if

23: return W/, G(x), and &

B DETAILS OF THE WEIGHT EDIT

This section gives the derivation and properties of the weight edit used to implant the defender-
controlled probe. Following (Meng et al., |2022; [Li et al.| [2024b), we consider the fc2 map at
vision-encoder layer [,

z(z) = Wihy(z), W, € Rxdi (17)

where hy(z) € R% is the input activation of the CLS token. Given a nonzero input-side probe
direction ¢; € R% and a target shift y € R%, we seek a weight update that maps ¢; exactly to y while
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changing the original weight as little as possible. This yields the constrained problem
min ||[AW;||% subjectto AWt =y. (18)
AW,

Closed-form solution. Introduce a Lagrange multiplier A € R% and write
1
T (AW, \) = SIAWI[E + AT (y — AWit). (19)

Stationarity with respect to AW, gives AW, = \t,'. Substitution into the constraint produces
A = y/||t:|3, and hence

+T
AWy = 2o
i
Because the objective in Eq. [I8]is strictly convex and the constraint is affine, Eq.[20]is the unique
minimum-norm solution. It also satisfies the desired mapping exactly:
ytt
2113

W) =W, + AW} (20)

AVVZ*tl =

21

Response on an arbitrary activation. For any activation h € R% the edit introduces the output
change
t h . . t
Az(h) = AWih =yt = I gTp g = L (22)
3 Il 1]l

Let §; = yi/||lyi||2- The signed response of the edited weight along the target direction is
pi(h) = @zTWz/h
(23)

" 12 7

_ yZTth—F [l tl—rh.
l[£2l2

The first term in Eq. [23]is the pre-existing response of the original weight, whereas the second term is

the response introduced by the edit. The output-side low-energy construction suppresses the former

on clean inputs, while the attack-aligned input direction strengthens the latter on adversarial inputs.

C DETAILS OF DIFFERENT ATTACK OBJECTIVES

To further assess the versatility of BaP, we evaluate it against cross-modal, targeted and label-free
attacks. Here, we adopt a threat model with a perturbation budget of €,q, = 4/255 and set the number
of attack iterations to 7" = 50. All adversarial examples are generated against the editing model. The
formulation of each adversarial objective is described in detail below.

Cross-modal Attacks aim to disrupt the alignment between visual and textual representations. Given
the ground-truth class y and its textual prompt ,, the attack minimizes the cosine similarity between
the adversarial visual feature and the corresponding text feature:

) fola 4 0) g¢<ty>>
161 <||fe(x+5)lz’lg¢(ty)llz ! 29

where fp(-) and g, (-) denote the vision encoder and text encoder, respectively. This objective pushes
the adversarial visual representation away from its corresponding textual representation. We optimize
it using both PGD and AutoAttack.

Targeted Attacks aim to force the model to classify an adversarial image as a predefined target class
Ytar- For PGD and AutoAttack, we maximize the negative cross-entropy loss with respect to the

target class:
folw+0)  gylte) >}C
—L , s Ytar | - 25
o, 0 <{<||fe(w+5)||2 oot/ Jo_y " >

We also consider the targeted Difference of Logits Ratio (DLR) loss:

t Sy — Sysar
LBiR=— T . , (26)
Smy — 2 (8773 + 871'4)
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where

s =< folw40)  _gelis) > 27)
1fo(z +0)ll2" [lgo(t:)l2

denotes the cosine similarity for class ¢, and 7 sorts these similarities in descending order. Maximizing

L3 - reduces the margin between the ground-truth class and the target class.

Label-free Attacks aim to disrupt the consistency between clean and adversarial visual represen-
tations without using ground-truth labels or textual prompts. Given a clean image x, the attack
maximizes the negative cosine similarity between its clean and adversarial visual features:

. _ fo(z +9) fo(z) >
16l B <||fe(x+5)|2’|fe(x)llz | (28)

This objective pushes the adversarial visual representation away from its original representation
without relying on label or text information. We optimize it using both PGD and APGD.

D MORE ABLATION STUDIES

D.1 ABLATION STUDY ON DETECTION THRESHOLD T

The detection threshold 7 controls which inputs undergo rectification. Since BaP identifies an input
as suspicious when p(z) > 7, increasing 7 reduces the number of rectified inputs. Fig. @ shows
the evaluation results from -5 to 5 in increments of 0.4, where it exhibits a clear trade-off. Clean
accuracy increases with 7, while robust accuracy gradually decreases. The detection threshold 7 is
set to the 95th percentile of clean calibration scores on the held-out ImageNet calibration set, yielding
qo5 = 1.93. This threshold is then fixed for all downstream datasets and attacks.

—o— Clean accuracy =~ —o— Robust accuracy
65

Qos = 1.93 :x’_g——o—e—c—e—o
.

\

feu)
o
L

-5 -4 -3 -2 - 0 1 2 3 4 5
Threshold, T

Figure 6: The sensitivity to the threshold 7.

D.2 ABLATION STUDY ON TARGET PROMPT p

Recall that the target prompt specifies the observable Table 10: Target-prompt sensitivity.
output direction associated with the implanted probe.
We therefore investigate whether BaP is sensitive to

Target prompt Clean Robustness

its semantic content. Table [[0]examines the sensitiv- a white teapot  61.1 52.3
ity of BaP to four semantically distinct target prompts. ared sports car  61.1 52.3
The results remain highly consistent in terms of clean a wooden chair  61.0 52.3
accuracy and robustness. This stability indicates that a cute cat 61.1 52.1

the performance of BaP does not rely on the specific
semantic content of a backdoor target.

E DETAILED PROMPT FOR GPTSCORE

Followed by (Li et al.| 2025)), we compute the captioning performance via GPTScore. The detailed
prompt for GPTScore is provided in Fig.
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/;;te the semantic similarity between the following two texts on a scale from 0 to 1.
**Criteria for similarity measurement:**

(e.g., a person, food, an event), they should receive a higher similarity score.

2. *xRelevant Description**: If the descriptions are related to the same context or topic,
they should also contribute to a higher similarity score.

3. **xIgnore Fine-Grained Details:** Do not penalize differences in **phrasing, sentence
structure, or minor variations in detail**. Focus on **whether both descriptions
fundamentally describe the same thing.**

the other, they should still have a high similarity score.

5. **Similarity Score Range:**

- *%1.0%*: Nearly identical in meaning.

- *%0.8-0.9*%*: Same subject, with highly related descriptions.

Text 1: {input_textl}
Text 2: {input_text2}

Output only a single number between © and 1. Do not include any explanation or additional

Qext.

1. *xMain Subject Consistency:** If both descriptions refer to the same key subject or object

4. **xPartial Matches:*x If one description contains extra information but does not contradict

- *%0.7-0.8%*: Same subject, core meaning aligned, even if some details differ.

- *%0.5-0.7**: Same subject but different perspectives or missing details.

- *%0.3-0.5%*: Related but not highly similar (same general theme but different descriptions).
- *%0.0-0.2%*: Completely different subjects or unrelated meanings.

~

J

Figure 7: The system prompt for computing GPTScore.

F DETAILED RESULTS ON CLIP-B/32 AND CLIP-L/14

Tables [IT]and [T2]report the per-dataset results across 16 datasets for CLIP ViT-B/32 and ViT-L/14,
respectively. These results extend the category-level comparison in Table[6|and further demonstrate

the effectiveness of BaP across different CLIP backbones.

G DETECTION ROC OF BAP

The ROC curves across different backbones are provided in Fig.[8] Fig.[9] Fig.[I0]and Fig.[IT] BaP
achieves consistently high AUC values across backbones and attacks, indicating that its internal probe

effectively distinguishes adversarial inputs from clean ones.
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Table 11: Performance comparison across different dataset types and method categories on CLIP-
B/32. A reports the difference between BaP and the original CLIP.

Dataset Original Test-Time Defense A
CLIP  R-TPT LPF HD  Anti-Adv  TTE TTC ET3  BaP (Ours)
Type Name ||Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.||Clean Rob.
ImageNet [ 574 302|520 17.4]552 35557 10.8] 613 24.1] 44.0 24.6| 514 12.4] 534 43.6] -44 +43.4
_  CIFARIO 767 35.1|84.9 272 86.5 42 |844 41.8|86.0 33.7|87.6 433|74.1 30.4|87.1 63.1| +1.0 +62.5
§  CIFARIOO | 41.0 147|560 10.3]|61.6 4.2 |53.5 209|588 155|588 19.1|43.5 148|555 355|| -1.7 +35.2
& STLIO 96.5 78.5/96.0 672 952 32.6| 953 67.8|97.4 84.8| 96.5 72.5|90.7 61.1| 956 92.5| -0.6 +80.2
Caltech101 | 84.9 29.4|81.0 56.7| 81.9 29.1| 83.5 50.1| 832 657|825 52.1| 79.6 47.4|79.9 718|| -2.4 +65.5
Caltech256 80.8 63.578.6 493 78.8 21.7| 792 43.1| 785 60.0| 77.3 49.2| 772 403|77.0 67.9| -3.3 +63.8
OxfordPets | 842 60.2| 74.6 252|842 6.4 |83.6 19.9]81.7 24.8]822 30.7| 752 24.3| 79.1 664 -5.1 +66.2
S Flowers102 592 352|57.8 250 598 6.2|609 142|615 142| 61.9 26.4| 565 18.9]60.3 50.0| -2.4 +49.2
£ FoodlOl | 82.1 57.1| 71.0 20.3|79.7 3.6 | 78.5 114|799 46.0| 727 36.5| 73.7 13.1] 77.1 604 | -3.3 +60.3
StanfordCars 602 28.1| 444 5.1 50.5 32|58.1 49 |512 266|49.0 163|427 6.1 |47.3 42.7| -12.6 +42.7
g SuN397 | 63.1 542|593 21.3|58.1 6.1]61.7 132|622 18.0|53.1 31.2| 588 157]61.0 52.7] -0.9 +51.9
&  Country211 143 50| 131 12 121 00129 08|163 12|126 37 |112 18|140 93| -1.7 +93
-  FGVCAircraft [ 197 136167 20[157 1.1|143 20|198 51 [114 92141 18]17.1 198] -02 +198
 EuroSAT 27.7 214[295 15 353 21287 137|288 102|33.6 13.9/269 129|342 32.1| +0.0 +32.1
s DID 39.6 32.6]39.9 18.0]40.3 11.4| 409 156|442 232|429 22.1| 356 187|388 289| -4.5 +272
2 pcaM 554 412|487 482 49.0 39.8| 48.8 483|545 38.7|48.8 44.2|48.6 48.4|49.1 49.9| +0.2 +25.1
Al Avg. I 579 37.6] 565 247 59.0 11.0] 58.8 23.7|57.2 30.7| 572 30.9|53.7 23.0| 57.9 49.2] 2.6 +459

Table 12: Performance comparison across different dataset types and method categories on CLIP-
L/14. A reports the difference between BaP and the original CLIP.

Dataset Original Test-Time Defense A
CLIP  R-TPT LPF HD  Anti-Adv  TTE TTC ET3  BaP (Ours)
Type Name ||Clean Rob. |Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.|Clean Rob.||Clean Rob.
ImageNet || | 712 60.0| 642 432|664 10.1| 68.0 37.1| 7L5 324|547 358|663 16.1] 659 60.7| -22 +60.1
_ CIFARIO 902 821 943 71.0|92.1 405|893 785|923 47.0| 94.1 184|867 459|932 537| 02 +526
§  CIFARIO0 || | 657 583|728 403|67.9 267|647 518|729 379|710 7.0 | 627 27.7| 623 28.6|] 27 +285
g STLIo 98.8 934 992 917|986 678 99.0 933|986 $8.9|994 532|982 724|991 929| -03 +80.4
Caltech101 || | 89.0 816|863 775|847 452|860 72.6| 912 735|816 41.6| 845 505|842 657 -1.1 +60.7
Caltech256 90.5 854 874 779|862 39.5| 880 743|899 713|820 440|880 472|87.6 725| -08 +67.9
OxfordPets || | 942 814|883 61.7|90.5 13.9] 917 61.1]90.1 36.0| 84.8 46.8| 87.6 24.4| 887 77.6| -12 +774
S Flowersl02 715 608 72.5 50.1| 709 103|735 463|730 349|660 33.6| 704 164|712 64.6| -12 +639
£ Foodl0l | | 90.6 793|868 612|887 7.0 | 87.7 53.1| 89.8 36.8| 683 47.9| 865 163|873 750 27 +74.9
StanfordCars 775 598 67.6 339|688 58 |768 316|734 214|619 303|672 84 |718 63.3| -12 +63.1
g SUN397 | | 69.9 615|656 453|649 11.5]68.5 38.0] 694 22.1] 564 330|664 157|655 619| -2.7 +61.4
& Country211 242 134 228 7.1 |2L1 08219 60262 23 |138 63203 19|233 194| 05 +194
. FGVCAircraft| [332 207|261 11.1]265 14265 107]302 53234 12.1]273 15265 292 -1.6 +29.2
£ EuroSAT 38.8 33.6 532 190|475 115[469 304|411 120|521 7.7 |453 164|523 248| 2.5 +247
g bm | | 538 444|489 352|523 151|503 33.5| 525 266|424 256|502 23.1| 512 430|| -1.8 +42.3
PCAM 436 504 49.9 488|504 354|502 49.1| 50.8 50.6| 50.1 16.6|50.1 47.0| 495 44.9| -0.1 +447
All  Avg. 689 604 679 48.0]67.3 214 68.1 542 69.6 37.4| 626 28.7| 66.1 269|67.5 549| -1.4 +532
g
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Figure 8: ROC curves of CLIP-B/16 for adversarial sample detection on 16 datasets.
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ROC curves of CLIP-B/32 for adversarial sample detection on 16 datasets.
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Figure 10: ROC curves of CLIP-L/14 for adversarial sample detection on 16 datasets.
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Figure 11: ROC curves of CLIP-L/14@336 for LVLM attacks.
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